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1 Introduction 

Empirical research on typologies of innovation behaviour, using business survey data, is useful to 

understand how different patterns of innovative activities contribute to the improved firms’ 

performance. This research is the basis for innovation policy and innovation management strategies. 

One of the key achievements of the CIS is that it has a harmonized the use of innovation surveys 

across all member states. Moreover, various countries across the world have also coordinated their 

national surveys with the latest version of CIS. Harmonization obviously has greatly facilitated the 

exchange and re-use of innovation survey data. 

The unavoidable downside to harmonization is that it makes it seemingly difficult to take local 

heterogeneity into account – one size just never fits all. However much heterogeneity exists among 

individual firms within the same industrial branches as well as systemic and significant differences in 

innovation activities at the level of markets or industries (Peneder, 2010). Adding to this, there are 

systemic differences between national and regional systems of innovation. Consequently, in every 

country and in every region different types of innovating enterprises might prevail, and hence there 

will be a specific demand from local policy makers (e.g., to design targeted policy initiatives) (Kyi, 

Villette, & Perani, 2017). Yet standard indicators cannot take such local differences into account 

(UNU-MERIT, 2017).  

Text box 1. Correcting for systemic differences in innovation profiles across countries 

Standard indicators might fail also to capture certain innovation profiles because they are one-

dimensional. For instance, there are no standard indicators that provide a full profile of capabilities 

or which link capabilities and outputs (e.g. the share of R&D performing firms with new-to-market 

innovations) (UNU-MERIT, 2017). However among users of CIS data there is an apparent need to be 

able to distinguish different types of innovating enterprises. For instance, academic researchers often 

work on highly specialized topics and thus need richer characterisations of innovation capacibilities 

and performance (e.g., to classify enterprises by their innovative behaviour and specific requirements 

vis-à-vis their environment). The dichotomic status of innovators vs non-innovators is recognised as 

too simple for describing business strategies. The one-way classification by type of innovation 

(product, process, management, marketing, etc.) is recognised as well as limiting, since a large 

number of companies have mixed strategies (product and process, product and management, etc.). 

One of the seemingly odd results from CIS3 is that Portugal, which ranks overall number 18 in 

the European Innovation Scoreboard, has a higher percentage of innovative firms than Finland, 

which ranks overall number 2. The outcome can be largely explained by the differences in the 

prevalance of specific types of innovative firms. Whereas in Portugal technology modifiers and 

technology adopters are relatively common, in Finland it are strategic innovators and intermittent 

innovators (Arundel & Hollanders, Innovation Strengths and Weaknessess, 2005). 

Table 1. Share of different type of innovative firms, Finland and Portugal (2004) 

 
Strategic Intermittent Modifiers Adopters Total 

Portugal 3% 15% 16% 13% 47% 

Finland 13% 19% 10% 3% 45% 
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Text box 2. Profiling enterprises in detail 

In sum, there is a clear need to be able to profile enterprises for at least two reasons. The first one 

is to correct for systemic differences that exist across national or regional populations of firms, or 

between industries. The second one is to be able to describe the specificities within a particular 

dataset. A combination would be to analyse several datasets in-depth, to identify specific patterns or 

relationships.  

The first aim can be achieved by recombining variables that are already included in CIS. The 

avoidance of filter questions greatly increases the potential of the recombination of existing meso 

data into new taxonomies (see chapter 5.2 in (te Velde, Cervera, & den Hertog, 2018)). The second 

aim can be achieved by disaggregating CIS data into micro data and then construct new complex 

indicators. 

With regard to meso data is should be noted that there is only an apparent opposition between the 

rigidity of harmonization and the flexibility of profiling. A proper standardization of data actually 

greatly facilitates the re-use of the data. The argument is that a small set of standardized elements 

(e.g., CIS variables) can be recombined into many different compositions (e.g., tailor-made 

composite indicators).1For the NSI involved this requires for instance the use of smart tabular ways 

to present and disseminate large sets of statistical indicators (see for instance (Mazzi, 2015)). This 

does require a reasonably stable set of variables over time for all participating countries (Kyi, Villette, 

& Perani, 2017). 

With micro data researchers can work directly at the enterprise level. A major advantage vis-à-vis 

the use of meso data is that data is not (partly) prestructured but researchers are free to create any 

aggregate category they need, according to adaptable criteria (Kyi, Villette, & Perani, 2017). A 

precondition for the re-use of micro-data by third parties (such as academic researchers) is the 

establisment of a proper legal and IT infrastructure by the NSI involved that grants access to the 

data without jeopardizing the strict rules concerning confidentiality, privacy, and security (see 

chapter 4.5 in (te Velde, Cervera, & den Hertog, 2018)). 

                                                

1 The number of combinations for a composition of m elements from a total set of n elements would 

be n!/(n-m)!(m!). The maximum number of combinations is m=0.5n. For example, of there are 20 

basic variables the maximum number of combinations is at m=10 (i.e., composite indicators 

consisting of 10 variables), which already gives 20!/(20-10)!10! = 184,756 different combinations. 

The profiling of enterprises beyond basic classifications start with the integration of firm-level and 

sectoral methodologies (usually building on (Pavitt, 1984)). The actual classification of innovation 

behavior is done at the micro-level. The clustering of the sectors is based on the occurance of 

specific types of activities within those sectors (Peneder, 2010). Several studies have built on this 

framework and have deepened the description of the behaviour of innovative firms. For example, 

in their study on technological competences of Spanish manufacturing firms Vega-Jurado et al. 

use Pavitt’s taxonomy to control for the impact of the sector on factor importance. This enables 

them to show that there are significant discrepancies of innovation drivers within the sector 

classification from Pavitt (Vega-Jurado, Gutiérrez-Garcia, & Fernández-de-Lucio, 2009). 
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2 Enterprise profiling in practice 

2.1 The rise of the machines 

The basic of enterprise profiling is the re-arrangement (regrouping) of a set of enterprises into 

meaningful groups. There are two basic methods to arrive at such a re-arrangement: classification 

and clustering.  

In classification, the output is a priori known. That is, the output Y is predicted from the input data 

X: Y=f(X). Regression is a special case of classification where the output is a continuous, not a 

discrete value. Applied to enterprise profiling, classification refers to predefined categories that are 

based on a priori knowledge (Kyi, Villette, & Perani, 2017). 

In clustering, there is no output data, only input data. All data is unlabeled and the re-arrangement 

is based on the inherent structure of the (input) data. That is, all observations are assumed to be 

caused by latent variables (Valpola, 2000). Applied to enterprise profiling, clustering refers to most 

distriminating factors that are derived from the inherent structure of the data (Kyi, Villette, & Perani, 

2017).  

There are many statistical techniques to classificy or cluster data. The most common technique to 

define typologies of firms are multivariate analyses such as logistic regression (LOGIT), principical 

component analysis (PCA) and clustering analysis (e.g., k-Means). With the rise of big data and data 

science there is a renewed interest in artificial intelligence and machine learning. Both have already 

been established decades ago but the exponential growth in computational power and storage 

capacity has enabled the introduction of a plethory of new classification and clustering algorithms. 

Nevertheless, many machine learning algorithms are in fact classical statistical techniques disguised 

in the jargon of computer sciences. In terms of machine learning, classification problems refer to 

supervised learning whereas clustering problems refer to unsupervised learning.2 Hence, classical 

techniques such as linear regression and logistic regression can be regarded as examples of 

supervised learning and classical techniques such as principal component analysis and factor analysis 

as examples of unsupervised learning.  

  

                                                

2 There is also a hybrid category of machine learning, namely semi-supervised or reinforcement 

learning. Reinforcement learning is between supervised learning (there is some form of feedback 

available for each predictive step, i.e. there is some a priori knowledge) and unsupervised learning 

(there are no precise labels). One example of a reinforcement learning algorithm is Latent Dirichlet 

allocation, a probabilistic topic modelling technique that is being used in natural language processing 

to classify texts.  
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Table 2. First classication of widely used algorithms for regrouping data, based on machine learning 

task3 

Supervised learning 

Classification (two-class & multi-class) 

Logistic regression and multinomial regression 

Artificial Neural networks 

Decision trees 

Nearest neighbor methods (e.g., k-NN or k-Nearest Neighbors) 

Bayesian classifiers (e.g., Naive Bayes) 

Support vector machine (SVM) 

Regression 

Simple and multiple linear regression 

Ordinal regression 

Artificial neural networks4 (e.g., Back-Propagation) 

Decision tree or forest regression 

Nearest Neighbor methods (e.g., k-NN or k-Nearest Neighbors) 

Ensemble methods5 

Random forest 

Unsupervised learning 

Clustering 

K-means clustering 

Hierarchical clustering 

Expectation Maximization (EM) 

Deep learning (e.g., Deep Boltzmann Machine, DBM) 

Dimensionality reduction 

Factor analysis 

Singular-Value Decomposition, SVD (e.g., Principal Component Analysis, PCA) 

Independent Component Analysis (ICA) 

Latent Dirichlet allocation 

 

  

                                                

3 See also Technical Annex 6.4 for a structured overview of machine learning algorithms. 
4 Note that artificial neural networks can both be used for discrete (classification) and continuous 

(regression) output. The same goes for decision trees and k-NN. 
5 An ensemble model actually combines the results of several different types of classification models 

(i.e., they use one of more different types of models for each step in the overall work process of the 

algorithm (e.g., Bayesian statistics for model averaging and Monte Carlo methods for sampling). 
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2.2 Selecting a suitable technique 

Which technique or algorithm to use first and foremost depends on the purpose of the analyse, and 

secondly on the specific characteristics of the dataset (e.g., structure, size).  

With regard to the purpose, we find the supervised pair of classification and regression on the one 

hand, and the unsupervised of dimensionality reduction pair and clustering on the other hand. 

Dimensionality reduction and clustering are usually deployed in the initial exploratory and 

preparatory stages of a research project, respectively to make the dataset more compact (by either 

selecting a subset of variables or by transforming the data into a space with fewer dimensions) and 

to partition the dataset into subsets that (ideally) share some common characteristics. Subsequently, 

the partitioning found in clustering can then be used as input in a (supervised) classification process, 

or, as one of the measured attributes, in regression to compute new values for a dependent variable 

for each of the subsets. 

Once the aim of the research has been defined, the most suitable technique or algorithm can be 

selected. Ironically, in the presence of the numerous sophisticated algorithms, this is ultimately an 

empirical inquiry, that is, a matter of trial and error. This is because of the fundamental rule that in 

a matrix of all problems and all algorithms that the average performance of all algorithms is 

equivalent, i.e. no one algorithm works best for every problem.6 There are, however, some basic 

guidelines.7  

First of all, unsupervised learning is often used when supervised learning would be more appropriate. 

When there is robust a priori knowledge on the data, it should be applied in the research project. 

When such knowledge is lacking, or is disputed, unsupervised learning could be deployed to find new 

research trajectories. With unsupervised learning it is also possible to learn larger and more complex 

models than with supervised learning. This is because in supervised learning one is trying to find the 

connection between two sets of observations. The difficulty of the learning task increases 

exponentially in the number of steps between the two sets and that is why supervised learning 

cannot, in practice, learn models with deep hierarchies. If the causal relation between the input and 

output observations is complex -- in a sense there is a large causal gap – it is often easier to bridge 

the gap using unsupervised learning instead of supervised learning (Valpola, 2000).  

Secondly, however, most sophisticated machine learning algorithms (such as [deep learning] neural 

networks) require very large amounts of data to train. They perform well on image, audio, and tekst 

data but are less suitable for relative mundane datasets such as CIS micro data. In general, when 

the underlying relationships are not all too complex (see before) and the data quality is good (as in 

the case of CIS data) simpler classical techniques such as linear regression, logistic regression, Naive 

Bayes and K-means outperform more complex techniques such as deep learning machines, support 

vector machines and Nearest Neighbors (EliteDataScience, 2017). In general, then, it pays off more 

to improve data quality than in applying more sophisticated algorithms, for instance by data 

preprocessing (noise treatment, normalization) and exploratory analysis (sampling, feature 

extraction). This might explain why we find very few examples of machine learning in innovation 

research so far. Most of the current projects that use CIS data deploy traditional methods. 

Nevertheless, there are several machine learning algorithms that seem to be suitable for the profiling 

of enterprises. Especially Decision trees, Naive Bayes, and hierarchical clustering seem to hold a lot 

of potential. For exploratory analysis unsupervised learning techniques might be very useful, for 

instance clustering can be used for sampling, and dimensionality reduction techniques for feature 

extraction. 

In the next paragraphs for each of the possible research stages (dimensionality reduction, clustering, 

classification, regression) we will describe examples of a traditional and a new (machine learning) 

technique to profile innovative enterprises. 

                                                

6 The so-called ‘no free lunch theorem’ (Wolpert & William, 1997).  
7 See also the Machine Learning Algorithms Cheat Sheet (courtesy: SAS) in Technical Annex 6.4. 
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3 Dimensionality reduction 

3.1 Principal Component Analysis (PCA) 

Principal component analysis (PCA) has been around for a century and is often used as a default 

technique in exploratory research to divide a dataset into meaningful subsets. PCA is essentially an 

unsupervised machine learning algorithm to extract features (i.e., input variables). PCA is a special 

case of the more sophisticated Singular-Value Decomposition (SVD) algorithm, a generalized 

technique that has been only been later developed for practical use. In contrast to feature selection 

techniques (such as Genetic Algorithms) PCA (and SVD) do not keep select a subset of the original 

features but they create new features. PCA does this by creating linear combination of the original 

features. The new features are orthogonal, which means that they are uncorrelated 

(EliteDataScience, 2017).  

 

Figure 1. Newly created features by PCA shown as eigenvectors of the covariance matrix scaled by 

the square root of the corresponding eigenvalue (source: Nicoguaro) 

The key advantage of PCA is then its ability to rank these newly created features in order of their 

‘explained variance’. The trick is now to eliminate the lower ranked features. This enables the 

description of the original dataset with a smaller set of (newly created) features. This is the essence 

of dimensionality reduction. The reduction of dimensions is often needed in the preparatory data 

preparation stage for clustering because there are quite many clustering algorithms (e.g., distance-

based algorithms) that cannot deal with situations where the number of features (input variables) is 

very large relative to the number of observations in the dataset (this is known as the ‘curse of 

dimensionality’).  

Outside the realm of machine learning, though, PCA is often used to ‘magically interpret’ datasets by 

autonomously (i.e., unsupervised) generated subdivisions. However, the fact that the new principal 

components are usually difficult (and theoretically impossible) to interpret is exactly the Achilles Heel 

of PCA – it is still the research who has to give meaning (label) the components afterwards. Moreover, 

the researcher also has to define the treshold for cumulative explained variance (compare the 

weakness of k-Means, where the researcher has to define the number of clusters beforehand). 

The limitations of factor analysis are apparent in the description of factors that contrain innovation 

performance of SMEs in Croatia (Božić & Rajh, 2016). The authors first used a k-Means algorithm to 

classify the SMEs into three clusters, with minimum within-group and maximum between-group 

variation. Subsequently, they used factor analysis to distinguish four components with regard to 

barriers to innovation which they interpreted respectively as ‘Organisational contraints’ (e.g., 

“insufficient support from colleagues”), ‘Financial constraints’ (e.g., “unavailability of bank loans”), 

‘Market constraints’ (e.g., “market dominated by incumbent”), and ‘Uncertainty related constaints’ 

(e.g., “perceived risk”). The expectation of the authors was that the three clusters that had been 
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crafted with the k-Means model with coincide with three clusters regarding the intensity of 

constraining factors, namely: financial problems, internal constraints, and external constraints. In 

other words, one cluster from the k-Means model would map to the first component (‘organisational 

constraints’), another cluster to the second component ( ‘financial constraint’), and the third cluster 

to the third component (‘market contraints’), with the fourth component ( ‘perceived risk’) as a 

residual. 

Table 3. Cluster means for each of the four main barriers to innovation (Božić & Rajh, 2016) 

  Cluster 1 Cluster 2 Cluster 3 

  Mean St.Dev. Mean St.Dev. Mean St.Dev. 

Organisational constraints 3.03 0.79 1.46 0.41 1.54 0.44 

Financial constraints 3.52 0.89 1.69 0.59 3.76 0.79 

Market constraints 3.31 0.96 2.47 0.78 3.57 0.80 

Uncertainty related constraints 3.26 0.86 1.81 0.77 1.87 0.63 

Number of employees (mean) 39.4 40.7 21.3 

% firms that report innovation 

development 57% 79% 87% 

% firms that report radical innovation 

development 43% 62% 64% 

% firms with no R&D 52% 26% 23% 

 

The results are not evidently in line with the expectations of the authors. Instead of a clustering by 

contraint types (financial, internal, external) it rather seems that the population is clustered by firm 

performance, That is, SMEs in cluster one are reporting high barriers in any of the four discerned 

factors (‘laggards’). In contrast, SMEs in cluster 2 only have relatively high means for external 

(market) market constraints, but still less than the other two clusters (‘leaders’). SME’s in cluster 3 

are impeded both by financial and external (market) contraints but less so by internal (organisational) 

or uncertainty related constraints. However, in the intermediate cluster 3 does have the highest 

percentage of firms that report innovation development. The percentage of firms that report radical 

innovation development and the absence of R&D is also slightly higher than in the  ‘leading’ cluster 

2. The only possible explanation – in this limited set of indicators – for the seemingly 

underperformance of cluster 3 would then be its significantly lower average number of employees.  

The results from the analysis from Hervas Oliver et al. of non-R&D technological innovation seems 

to be more insightful (Hervas-Oliver, Sempere-Ripoll, Boronat-Moll, & Rojas, 2015). They used a 

sample of 5.878 non-R&D technological manufacturing and service firms from the Spanish 2006 CIS. 

A principal component analysis (PCA) was used to construct two dependent variables, ‘Production 

performance’ and ‘Marketing performence’ out of four and three survey items respectively. 

Table 4. Composition of dependent variables Production performance and Market performance 

(Hervas-Oliver, Sempere-Ripoll, Boronat-Moll, & Rojas, 2015) 

Production performance Market performance 

Explained variance: 63.4%, 

KMO=0.729 Explained variance: 72.3%, KMO=0.694 

Reduced unit labour costs Increasing range of goods or services 

Increased capacity Entering new markets or increased market share 

Improved production flexibility Improving quality of goods or services 

Materials and energy saving   



 11 

 

 

The dependent variables have then be used in a regression model that has ‘Organisational innovation’ 

and ‘Marketing innovation’ as independent variables (together covering the central notion of  ‘non-

technological innovation’) and several control variables of which ‘external knowledge sources from 

industry and science’ has also been constructed on the basis of a PCA.   

The results for Production performance and Market performance are quite similar. Background 

variables has almost similar scores (e.g., in both cases knowledge from industry 3 to 4 times more 

relevant than are scientific sources). In both cases, the joint adoption of technological process and 

management innovations has a positive premium effect, albeit the effect is 2-3 times higher for 

Production performance than for Market performance. 

3.2 Latent Dirichlet Allocation (LDA) 

There are various sophisticated dimensionality reduction algorithms in use in machine learning. For 

instance, in natural language processing, a subfield within machine learning, the latent Dirichlet 

allocation (LDA) is widely used to reduce the dimensionality of documents. That is, all words in a text 

are ‘reduced’ to one or more topics – LDA basically ‘interprets’ a piece of text and assigns it to a 

particular topic. The algorithm is built on the presumptions that documents are characterized by a 

particular small set of topics, and that these topics use only a small set of words frequently (Blei, Ng, 

& Jordan, Latent Dirichlet Allocation, 2003). A topic is not strongly defined. Instead, it is identified 

on the basis of automatic detection of the likelihood of term co-occurrence. A lexical word may occur 

in several topics with a different probability, however, with a different typical set of neighboring 

words in each topic. In the example below, for instance, to topics ‘genetics’ and ‘data’ can be 

described as sectors, with two related topics (‘life’ and ‘brains’) as intermediate vectors. 

 

 

Figure 2. Simplistic Term Vector Model for the topics ‘genetics’ and ‘data’.8  

Once trained on this space, topics can be classified as related to ‘genetics’ or ‘data’ and pages can 

be assigned to these topics. The first instance likewise has probabilities of generating words like 

‘gene’, ‘dna’, and ‘genetics’, the second instance words like ‘data’, ‘number’ and ‘computer’. 

                                                

8 Figure inspired by the one found on ttps://moz.com/blog/lda-and-googles-rankings-well-correlated 

genetics

life

brain

data
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Figure 3. Example of LDA classification of a page on the use of data analysis to determine the number 

of genes an organism needs to survive (source: (Blei, Probabilistic Topic Models, 2012))  

At first sight these sophisticated dimensionality reduction techniques might be less relevant to the 

profiling of innovative firms. However indirectly these can be of great use. For example, in an ongoing 

research project on the measurement of innovation in the public sector that is commissioned by 

Eurostat, the units of observation are webpages on websites of public sector organisations (e.g, 

municipalities) (Koppers & te Velde, 2017). For specific public services LDA is being used to classify 

the description of that public service into a specific ‘innovation level’. In the table below, for one 

specific public service (waste collection) four subsequent ‘innovation levels’ have been defined. 

Similar to the previous example, Topics can then be classified as related to ‘door-to-door collection’ 

(level 3) or ‘pay-as-you-throw’ (level 4). The first instance likewise has probabilities of generating 

words like ‘garbage truck’, ‘collection schedule’, and ‘rubbish bin’, the second instance  words like 

‘tariff’, ‘ID card’ and ‘quota’.  

Table 5. Definition of innovation levels for the public service ‘waste collection’ (Koppers & te Velde, 

2017) 

Level 
Types of waste 

collection 
Description 

1 
No separate 

collection 

Municipal solid waste are trown into common bins in the street 

2 Separate collection 
Separate collection of waste (in common bins in the street) to 

recycle waste material 

3 
Door-to-door 

collection 

Separate waste streams are collected in separate bins directly 

at home (periodically) 

4 

Pay-as-you-throw 

Separate waste streams are collected in separate bins directly 

at home (periodically), while a tarif (proportional to the 

weight) is applied to unsorted waste 
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4 Clustering 

4.1 K-Means clustering 

K-Means is by far the most used cluster algorithm. It is a relatively simple technique that also works 

on smaller datasets. With proper datapreparation is is a versatile tool that can be applied to many 

different types of datasets. There are, however, two limitations. The first (and often overlooked) 

weakness is that K-Means only works if the underlying clusters in the data are globular. If the 

underlying clusters are grossly non-spherical, the algorithm produces poor results. 

The second limitation is that the algorithm will generate any number of clusters that it is being told 

to make, that is, this number has to be defined beforehand by the researcher.  

The second limitation also applies to hierarchical clustering algorithms. Major advantage from these 

algorithms over the simpler K-Means is that the underlying clusters do not need to be globular. 

Hierarchical clustering also scales better than K-Means.  

Text box 3. Assignments for non-spherical underlying clusters, K-Means (left) versus Hierarchical 

clustering (right) 

In their exploratory study on the adoption of advanced manufacturing technologies (AMT) by SMEs, 

Uwizeyemungu et al. used a combination of several types of clustering techniques (see also 

(Balijepally, Mangalaraj, & Iyengar, 2011)). Data originated from an innovation survey among 

Canadian manufacturing SMEs. Note that with just over 600 observations this is a small dataset. The 

assimilation level of AMT was used as a clustering variable. For the organisational performance level, 

a definition of innovation was used that is close to one in the Community Innovation Survey. 

Table 6. Variables measurement AMT clustering study (Uwizeyemungu, Poba-Nzaou, & St-Pierre, 

2015) 

Category Variable Measure 

Clustering 

variable 

Assimilation levels of 

20 different AMT 

adopted 

Proficiency in use of each AMT, on a scale of 1 to 5, 

with score=0 when an AMT is not present 

Organizational 

performance 

variable 

Innovation Average percentage of sales attributed to new or 

modified products over the last two financial years 

Control variables Firm size Average number of employees over the last two 

periods 

 Firm age Years of existence from the year of creation to the 

present 
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 Subsector OECD classification of industrial activities based on 

technological intensity {low-tech, med-low tech, 

med-hightech, hightech} 

 

The authors first used a hierarchical (agglomerative) clustering algorithm to determine the optimal 

number of clusters and to determine the centroids of the clusters (these are the crosses in Text box 

3). Four plausible solutions were found (with 2, 3, 4 and 8 clusters respectively). To determine which 

of the solutions was most stable, the same clustering algorithm was applied to a randomly selected 

subsample of n=300 and then to a smaller subsample of n=180. The analysis of the dendroids 

produced with the two subsamples indicated that the solution with 3 clusters was most stable.  

Subsequently, a K-Means algorithm that was applied to the complete sample, obviously with K=3 

and with the mean values found in the preceding hierarchical clustering exercise. The clustering 

results already convergent after 11 (out of 100 set) iterations and resulted in the following clusters:  

Table 7. Clusters of AMT assimilation patterns by subsector, size, firm age and degree of innovation 

(expected distribution between brackets) 

  Cluster 1 Cluster 2 Cluster 3 

Low-tech 3.9% (7.4%) 8.9% (7,1%) 

14.1% 

(12.4%) 

Medium to Low-tech 

20.6% 

(15.7%) 

14.5% 

(15.0%) 

21.9% 

(26.3%) 

medium-to High-tech 3,1% (4.4%) 2.9% (4.2%) 

10.1% 

(7.4%) 

Firm size (mean) 70.9 60.1 39.9 

Firm age  (mean) 41.9 40 35.9 

Innovation performance 

(mean) 0.12 0.12 0.10 

 

These results seem rather illusive. There is no clear correlation between innovation intensity (i.e., 

the distribution of firms in a cluster across the different subsectors) and innovation performance. 

Only firm size and age (which are most likely correlated) seems to be somewhat related to innovation 

performance. This shows the general weakness of clustering: results of clustering are very difficult 

to interpret at face value; a proper interpretation needs additional conceptual development and 

further research (see (Hollenstein, 2003) in the next section). 

4.2 Hierarchical clustering 

Hierarchical clustering techniques can either work bottom up (‘agglomerative clustering’: aggregating 

individual observations to groups) or top down (‘divisive clustering’: splitting up a set into smaller 

subsets). In both cases the essence is to measure the dissimilarity between sets of observations, and 

then use a specific linkage criterion which specifies the dissimilarity of sets as a function of the 

pairwise distances of observations in the sets. Distance-based clustering algorithms use the Euclidean 

distance between records as a linkage criterion.9 

                                                

9 In the case of quantitative variables, the Euclidean distance d between record given by the n-

variables (𝑋1, 𝑋2, … , 𝑋𝑛) and a record (𝑌1, 𝑌2, … , 𝑌𝑛) is 𝑑 =  √∑ (𝑋𝑖 − 𝑌𝑖)2 𝑛
𝑖=1 . A modified version knows as 

the Mahalanobis distance takes into account the variances and covariances of the variables.  

In the case of qualitative variables, the distance between them can be calculated by coding each 
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The disadvantage of distance-based clustering is that they soon become very computational intensive 

once the number of dimensions increases – the aforementioned ‘curse of dimensionality’. Therefore, 

usually dimensionality reduction (such as PCA or factor analysis) are first applied to the dataset. 

In his 2002 Hollenstein used hierarchical clustering to profile innovative Swiss service firms 

(Hollenstein, 2003). Data was taken from the 1991 Swiss Innovation Survey and included 475 firms. 

Although the Swiss survey does not exactly follow the CIS format the (17) variables10 that gave been 

used for classifying the service firms according to their innovative behaviour  can be also obtained in 

the CIS, and include: 

• Input-oriented measures, including expenditure for research, development, IT and follow-up 

investments (total and by type); 

• Output-oriented measures: significance of the innovations in technical terms and in economic 

terms, IT content of the innovations, patent applications and licences granted; 

• Market-oriented measures including sales share of new of highly improved services and cost 

reduction generated by process innovation. 

To reduce the number of variables the study first used a factor analysis to collapse the data into five 

‘factors’. These are uncorrelated variables that contain information which is common to the original 

variables (see before, section). Together, the five identified factors explained 56% of the total 

variance.  

Subsequently a hierarchical cluster analysis of the identified “factors” was performed in order to 

group the firms into a number of categories which are as homogeneous as possible (small within-

cluster variance – Ward’s criterion (Ward, 1963)) and at the same time as different as possible (large 

between-cluster analysis). Two additional criteria were taken into account, namely the plausibility of 

the clusters identified (i.e. “can the clusters convincingly be interpreted as innovation modes?”) and 

the number of firms per cluster. The algorithm found solutions with four, five and six clusters. Based 

on the criteria, the solution with five clusters was maintained.  

Finally, the clusters where examined to see whether they could be interpretated as different modes 

of innovation. As a framework for interpretation, five types of indicators have been used, namely 

• innovation indicators 

• demand and supply-side determinants of innovative activity 

• the firms’ position in the knowledge networks 

• structural characteristics of the firms 

• measures of firm performances.   

Based on the interpretation of the five clusters along the five types of indicators the clusters have 

been labelled as the following five modes of innovation for service firms: 

• ‘Science-based  high-tech  firms  with  full  network integration’. 

• ‘IT-oriented network-integrated developers’ 

• ‘Market-oriented incremental innovators with weak external links’. 

• ‘Cost-oriented  process  innovators  with  strong  ex- ternal links along the value chain’.  

• ‘Low-profile  innovators  with  hardly  any  external links’.  

The advantage of using the (evolutionary) concept of modes of innovation over a more traditional 

sectoral distinction in terms of innovation intensity is that these modes can occur across different 

industries. Indeed, one of the key findings of the study is that firms in most innovation modes are 

distributed across several industries. Nevertheless, three of out five modes were heavily concentrated 

in specific industries. The second key finding was that economic performace was only related to the 

affiliation to a specific innovation mode for 1-5 out of the five modes.  

                                                

variable with k categories into k-1 dummy variables and applying the Euclidean distance. Other 

options are based on similarity measures such as 𝑠 =  
1

𝑛
∑ 𝑋𝑖𝑌𝑖

𝑛
𝑖=1  

10 Most of the variables are qualitative, either binary (yes/no) or ordinal with five response levels. 
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In terms of enterprise profiling, these results suggests that neither the classical classification in 

industries nor the evolutionary classification in terms of innovation modus are sufficient to properly 

characterise a set of service firms. Although firms do exercise some degree of freedom in selecting 

a specific innovation modus their  room  for  manoeuvre  is  restricted  by structural  characteristics  

closely  related  to  the  hierarchy  of  industries  in  terms  of  innovation  intensity (Hollenstein, 

2003). Therefore both types of classification should be used in parallel.  
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5 Classification 

5.1 Logistic regression 

Logistic regression (LOGIT, and its close peer PROBIT) is the classification counterpart to linear 

regression. Predictions are mapped to be between 0 and 1 through the logistic function, which means 

that predictions can be interpreted as class probabilities. Machine learning algorithms are well suited 

for data table statistical correlation because they are particularly good at mapping on the functional 

form of a data distribution without any prior assumption. 

LOGIT is the work horse of innovation researchers. The interpretation from the outputs (as 

propensities) is relatively straightforward, overfitting can be limited (by penalizing coefficients) and 

the models can be updated with relatively little effort (e.g., using stochastic gradient descent). 

However, logistic regression has the same inherent weakness as linear regression, namely that they 

do not work very well when the underlying classes (i.e. decision boundaries) cannot be separated in 

lines. LOGIT models are therefore not really suitable to capture more complex relationships 

(EliteDataScience, 2017). 

An important question in innovation research is whether innovation input (e.g., R&D) or innovation 

output (e.g., novelty of innovation) is the most important driver for firm behaviour. The  micro-level 

model from Tavassoli focuses on the export behaviour of firms (Tavassoli, 2017). The issue here is 

that most of the micro-level models use R&D as a proxy for innovation. As a consequence they fail 

to distinguish between innovation input and output. The paper unravels the two variables and shows 

that actual innovation output (i.e., sales due to innovative processes) drives the exporting 

performance of a firm much more than innovation input (e.g., R&D). This is because the capacity of 

a firm to compete internationally (for instance, through introducing new products) involves much 

more efforts than just innovation, and in turn R&D is only one input factor (and not even a necessary 

one, as in the case of SMEs).  

The data in the study is based on two waves of CIS surveys in Sweden which are merged with 

administrative data on firm-specific characteristics (e.g., export, productivity, size).11 Export is 

measured in two ways: as export propensity (a dummy with exporting firms = 1) and export intensity 

(the amount of export per employee in the national currency). Innovation input is measured as the 

sum of six categories of innovation expenditures as used in CIS. Innovation output is measured as 

the amount of sales of innovative products per employee.  

The challenge of the study (as in all studies using regression models) is to control for endogeniety 

between the central variables (here: export and innovation). This is where the aforementioned 

weakness of logistic regression comes to play: in order to countervail endogeniety one has to 

conceptualize the causal relations between the variables. i.e. to explicicate beforehand every pathway 

between the independent and the dependent variable to be able to include it is the model. The 

number of pathways that can be included is therefore limited. This makes classical regression models 

ill-suited to cover more complex causal networks with many interdependent relationships. 

In the particular case of the study on innovation output and export behaviour there are both 

theoretical arguments and empirical evidences showing that innovation is endogenous to export. Not 

only could export and innovation be influenced by the same unknown variable, export and innovation 

could also reinforce each other (Lilischkis, Abbas, te Velde, & Korlaar, 2016). The first source of 

potential endogeneity is accomodated by applying panel estimators – which is possible because there 

are two waves of CIS data available. To deal with the second source of potential endogeniety, the 

study uses amongst others an alternative measure (i.e., an instrumental variable) of the dependent 

variable (i.e. export propensity), namely whether firms are new to exports (‘export starters’) or not 

                                                

11 On linking CIS data with administrative registers, see chapter 4 in (te Velde, Cervera, & den Hertog, 

2018). 
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(a second dummy with export starter = 1). This alternative specification corroborates the earlier 

finding that it is innovation output (and not input) that matters because it again shows the positive 

effect of innovation output on becoming an exporter two years later. This can be interpreted as that 

the innovation output induces a firm to become an exporter two years later (Tavassoli, 2017). 

Text box 4. Overview of most interesting results from micro-level study on relationship between 

innovation and export (Tavassoli, 2017) 

 

5.2 Naive Bayes12 

Naive Bayes is a very simple and scalable algorithm based around conditional probability and 

counting. To predict a new observation the algorithm looks up the class probabilities in a probability 

table. The probability table gets updated by training data. The table basically is the model. The 

algorithm assumed that all input features are independent from each other. This is a rather strong 

assumption that rarely holds in reality (hence the label ‘Naive’ in the name of the algoritm). 

Nevertheless, given the fact that the basic assumption often does not hold in practice (i.e., the 

algorithm is indeed too ‘naive’) the model turns out to work very well in many cases, although it is 

often outperformed by more sophisticated models such as Support Vector Machines (SVM) and k-

Nearest Neighbors (k-NN) (see before,Table 2). 

Tomy and Pardede examine how the analysis and evalution of uncertainty factors with the help of 

data can predict the success for start-ups (Tomy & Pardede, 2017). The ability to timely identify and 

select emergent business opportunities is a key characteristic for successfull entrepreneurs (te Velde, 

                                                

12 Decision trees could also have been included in this section but since they can be used both for 

discrete (classification) and continuous (regression) output they are included in the section on 

regression below here. 

Although inherently limited in nature, the regression analyses shed interesting lights on the causal 

relationship between innovation and export behaviour. First, the well-established strong 

association between productivity and export turns out to be an indirect one: productivity drives 

innovation output but it is not directly related to export behaviour. Secondly, innovation output 

has a strong positive effect on export propensity. On the contrary, innovation input has no (or 

rather even a slight negative) effect on export propensity. Thirdly, there is only a low level of 

correlation between innovation input and innovation output. This might be partly explained by 

the absence of a lag structure (it takes time for innovation input to have effect on innovation 

output). Still, it is a suprising result that has been empirically observed many times, particularly 

for Swedish firms (the ‘Swedish paradox’) (Ejermo & Kander, 2006). Either more detailed data 

and/or more sophisticated models might be needed in order to explain this particular 

phenomenon. 

 

Productivity Innovation output Export propensity

Innovation input

X

X

X
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Schumpeter's Theory of Economic Development Revisited, 2004). It is vital for nascent entrepreneurs 

to assess market uncertainty factors which influence business success before making a decision. 

Based in literature review the authors first identified the environmental (i.e., political, economical, 

social, and technological; PEST) indicators that have most influence on the success of risk of a new 

business. These factors are then used as a scale to predict business success. Secondly, a model was 

built to predict the success or failure of firms in the pre-start-up phase. The model is used to uncover 

the frequencies of the relations that links the input uncertainty factors with the success or failure of 

a firm. 

 

Figure 4. Success Prediction model (Tomy & Pardede, 2017) 

To train the model, Naive Bayes, SVM, and k-NN algorithms have been deployed on a dataset of local 

survey data from Australian ICT companies (260 observations) combined with global data on 

entrepreneurial activities from the Global Enterprise Monitor (GEM). The two datasets were matched 

on the aforementioned PEST categories. As a measure of success, profitability and the Global 

Entrepreneurship Index has respectively been used13.  

Both datasets are small (about 250 ICT firms and 60 economies respectively) but all three machine 

learning algorithms that have been used work well with even small amounts of training data. All three 

algorithms were initially trained with 198 sampling units from the ICT survey dataset and 49 records 

from the GEM dataset. Subsequently, for each of the two datasets the performance of the algorithms 

has been evaluated in terms of accuracy, recall and precision using 49 training records (ICT survey) 

and 12 test records (GEM) respectively.14 The test results have been validated by repeating the tests 

with other randomly choosen records from the training data sets. In both tests the simple Naive 

Bayes actually outperforms the other two algorithms on nearly all dimensions. 

  

                                                

13 See https://thegedi.org  
14 See paragraph 5.2 and Technical Annex 6.3 for a more elaborate description of accuracy, recall 

and precision. 

Uncertainty factors

Training data

Predictor outputPredictor 

PEST analysis

Input test data

https://thegedi.org/
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Table 8. Results of the first test (ICT survey data) (Tomy & Pardede, 2017) 

Algorithm Precision (%) Recall (%) Specificity (%) 

Accuracy 

(%) Error rate (%) 

Naive Bayes 88% 81% 69% 78% 22% 

SVM 87% 75% 69% 73% 27% 

k-NN 83% 78% 54% 71% 29% 

 

Table 9. Results of the second test (GE data) (Tomy & Pardede, 2017) 

Algorithm Precision (%) Recall (%) Specificity (%) 

Accuracy 

(%) Error rate (%) 

Naive Bayes 100% 78% 100% 83% 17% 

SVM 67% 86% 40% 67% 33% 

k-NN 100% 56% 100% 67% 33% 
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6 Regression 

6.1 Linear regression 

Linear regression is the most common (and most basic) algorithm for regression. Stating the obvious, 

linear regression performs poorly when there are non-linear relationships. A remedy is to add 

interaction terms or polynomials but this can be quite a hazardous and laborious process (see before, 

§5.1). There is always the danger of overfitting. 

 

Figure 5. Visualisation of over and underfitting (source: pingax.com) 

When linear regression is being used for a comparison between different sub-sets of the same 

population of firms, the limitations of the method could be less of a problem.  

One example is the study from Arora et al. on collaborative innovation and patenting by UK 

innovations (Arora, Athreye, & Huang, 2016). They use UK CIS6 data to show that both patenting 

and external sourcing (‘openness’) are jointly-determined decisions made by firms. Depending on 

the number of types of external partners (one of the items in CIS6), the 329 innovative firms involved 

were first either classified as ‘open’ (>=2 types) or ‘closed’ (<2 types).15 Next, using k-Mean 

clustering, a second split was made between ‘technology leaders’ and  ‘technology followers’.16 The 

clustering was based on two variables that were directly derived from CIS6, namely R&D intensity 

(the log of internal R&D expenditure divived by the number of employees) and the value of innovation 

(the percentage of revenue from product innovation).  The 2x2 classes are then described in terms 

of conditional probabilities (see Table 10). There are clear differences between ‘open’ and ‘closed’ 

firms – in the first class there there are twice as many ‘technology leaders’ than ‘technology 

followers’. In the latter case, the difference is insignificant (and even slightly negative). 

Table 10. Percentage of firms patenting focal (‘most significant’) innovation (Arora, Athreye, & Huang, 

2016).17 

 

                                                

15 On open innovation and knowledge flows see chapter 3.3 in (te Velde, Cervera, & den Hertog, 

2018). 
16 For a decription of k-Means see before, §4.1. 
17 Numbers in parentheses are standard errors, *** is significance level 1%, ** 5%, and * 10%. 

Underfitting Good fit Overfitting
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This simple differences in conditional means obviously do not control for a variety of other factors, 

such as scale and industry characteristics. To include these factors the authors use a linear regression 

specification. The choice for a simple model is deliberate: wheres more sophisticated models (e.g., a 

multinominal logit) yield qualitatively similar results they require considerable more parameters (i.e., 

in the case of multinominal logit: three times as many). This does not involve involve much more 

efforts but most importantly, it greatly reduces the statistical power of tests of differences – and 

these tests are central to this study.  

The reason that the usual limitations of linear regression are less of a problem is because when using 

the coefficients of the regression analysis on the four groups of firms as a measure of conditional 

mean of patenting, the statistical significance of the coefficients is less important for the analysis 

than the difference in coefficient values across the groups. Thus, the equivalence of the conditional 

mean for patenting is being tested (by means of F-Tests). The “difference in difference” should be 

positive and significant. As can be seen in the last row of Table 11 this assumption holds (all F-Values 

are significant), even after controlling for firm and technology characteristics (colums 3-5), and all 

industry fixed effects (the second column). Thus, it can be concluded that ‘open leaders’ patent more 

than ‘open followers’ and ‘closed leaders’. The patent rate of the latter is more or less similar to both 

‘open followers’ and ‘closed followers’. In other words, the association between openness and 

patenting is positive and significant for leaders, and is significantly larger than the association 

between openness and patenting for followers. 

Table 11. F-statistics for difference in estimated coefficients in the OLS model (Arora, Athreye, & 

Huang, 2016).18 

 

 

6.2 Decision trees and random forest 

Classification trees (usually referred to as ‘decision trees’) are the classification counterparts to 

regression trees. The algorithm learns in a hierarchical fashion by repeatedly splitting a dataset into 

separate branches that maximize the information gain of each split. This branching structure allows 

regression trees to naturally learn non-linear relationships. For the classification of datasets with 

complex relationships (i.e. non-linear decision boundaries) this is a critical advantage over linear 

regression techniques. They are also robust to outliers. However, when left unconstrained, individual 

trees are prone to overfitting. We will came back to this issue after the example of the use of 

classification trees in innovation research. This particular study uses a small tree with few branches 

and hence overfitting is not an issue.  

Using a relatively large set (n=6,855) of firm-level micro data from the 2011 Polish CIS Lewandowska 

et al. tested the complementarities between product, process, and marketing innovations in the 

export context. Next, they explored the relationship between innovation cooperation with domestic 

                                                

18 Model (3) includes a dummy for log employment, model (4) adds a dummy for the codification of 

knowledge and a dummy for the turnover from significant innovation, model (5) adds a dummy for 

significant innovation = a new good (hence is a product, not a service innovation). 
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and international partners and export intensity. Due to the existence of extremely strong asymmetry 

parametric models could not be used to predict the ratio of new product exports to total new product 

sales – a key relationship in the study. Therefore, the authors had to resort to a more complex non-

parametric approach. They used a classical classification tree algorithm (Automatic Interaction 

Detection, AID) to evaluate the interaction between the predictors. AID is almost free of parametric 

assumptions. The algorithm assesses whether interaction effects eventually also occur next to main 

effects. The result is a neat example of enterprise classification. 

The classification tree in Figure 6 shows that strong interaction effects with innovation cooperation 

only occur for the subsample product-process/product-process-marking innovation. This subsample 

also has the highest predicted share of new product exports in total new product sales (7.78%). 

Cooperation with foreign partners has a strong positive effect – it doubles the share (15.54%). 

Cooperation with domestic partners actually decreases the share to 4.00%. The share even drops 

below the share of the firms that did not undertake any innovation cooperation at all (6.50%). 

 

Figure 6. AID Regression tree for the relationship between innovation sets, innovation cooperation 

modes, and new product export intensity (Lewandowska, Szymura-Tyc, & Golebiowksi, 2016) 

The combination of many individual trees has proven to be a successfull strategy to deal with the 

tendendy of classification trees for overfitting. This is indeed what ensemble methods such as 

Random Forests (RF) do. An RF model works by generating ensembles of regression trees built on 

independent random subsamples of the training data (Breiman, 2001). The model recursively random 

partitions the data set while minimizing the out-of-sample prediction error of the model. RF models 

have often outperformed any other classifier and they are widely used in machine learning, 

bioinformatics, climate science and other natural sciences (Mukherjee, 2015). 
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To our knowledge the computational intensive RF has not yet been applied to innovation survey data. 

The algorithm is however already frequently used in the neighbouring field of innovation 

management. One example is the analysis of the product development process for new online 

services. Hoornaert et al. have applied various sophisticated machine learning algorithms to identify 

variables that are most useful towards predicting idea implementation in a crowdsourcing community 

for such an online service (Hoornaert, Ballings, Malthouse, & Van den Poel, 2017). A benchmark of 

four methods was conducted in predicting whether an idea will be implemented or declined for three 

different modes to select ideas: Content-based, Contributer-based, or Crowd-based. Data was taken 

from the Mendeley crowdsourcing community and consisted of 7,046 ideas posted by 5,555 unique 

contributors during the period 2008-2014. The four methods were the classical linear discriminant 

analysis (LDA)19 and (regularized) logistic regression (LR), and the more recent techniques Stochastic 

Adaptive Boosting (AB) and Random Forests (RF). Each of these methods can estimate a probability 

of implementation for a given new idea. 

When it comes to the evaluation of the idea selection modes it appears that the combination of the 

three modes is by far the best solution. This is a stable result across all four methods (see below, 

Table 12). When analysis the results in more detail it suggests that waiting for crowd data, and 

especially structured data (i.e., the number of votes and comments that an idea receives per day) 

may be worthwile: including this information improves idea selection from 18% to 48% over using 

content and contributor experience. With regard to the evaluation of methods a highly relevant 

outcome is dat the non-linear models (AB and RF) substantially outperform the linear models (LDA, 

LR) when crowd data is incorporated. This is because the former can capture non-linearities and 

interactions that are not captured by the latter. 

Table 12. Benchmarking Model Performance over Heuristics (Hoornaert, Ballings, Malthouse, & Van 

den Poel, 2017) 

 
LDA 

Regulariz

ed LR 

Stochasti

c AB 
RF 

Scenario 1: Content + Contributor     

AUC .630 .629 .613 .625 

% improvement over crowd vote ranking (AUC= 

.564) 

11.7% 11.5% 8.7% 10.8% 

% improvement over crowd comment ranking 

(AUC= .564) 

-1.1% -1.3% -3.8% -1.9% 

% improvement over random idea selection 

(AUC= .500) 

26.0% 25.8% 22.6% 25.0% 

Scenario 2: Content + Contributor + Crowd     

AUC .743 .815 .908 .899 

% improvement over crowd vote ranking (AUC= 

.564) 

31.7% 44.5% 61.0% 59.4% 

% improvement over crowd comment ranking 

(AUC= .564) 

16,6% 27.9% 42.5% 41.1% 

% improvement over random idea selection 

(AUC= .500) 

48.6% 63.0% 81.6% 79.8% 

 

 

                                                

19 Not to be mistaken with the other LDA, Latent Dirichlet Allocation (see before, §3.2). 
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7 Conclusions 

For the analyst there is a cornucopia of algorithms available to cluster and classify data. However no 

algorithm works best for every problem. This means that the choice for an appropriate algorithm 

should be fit the to specific characteristics of the data set at hand. The KISS principle also applies 

here: although it might be tempting to use more sophisticated methods when (1) the underlying 

relationships are not all too complex and (2) the data quality is good simpler classical techniques 

(such as linear regression, logistic regression, Naive Bayes and K-means) outperform more complex 

techniques (such as deep learning machines, support vector machines and Nearest Neighbors). The 

latter also (3) require large sets of (training) data and are usually computational intensive. 

In the particular case of enterprise profiling based on CIS data, conditions (1) and (2) are probably 

met but (3) is not hence there is little need to use more sophisticated techniques. Having said this, 

next to the various regression techniques that are already widely used for the analysis of CIS data, 

Decision trees, Naive Bayes, and hierarchical clustering seem to hold a lot of potential. 

There is a certain logical order in research within which all techniques can be positioned. 

Starting with CIS data, the general rule is that when there is robust a priori knowledge on the data, 

it should be applied in the research project, i.e. supervised learning should be deployed. Only when 

such knowledge is lacking, or is disputed, unsupervised learning (clustering and dimensionality 

reduction) could be deployed to find new research trajectories. In turn, within the branch of 

unsupervised learning, dimensionality reduction often proceeds clustering, e.g., to reduce the 

number of features. The result of classification could then be used as an input to classification such 

as various regression techniques (that are already widely used in the analysis of CIS data). 

For exploratory analysis more sophisticated computational intensive algorithms could be used, such 

as Random Forest and latent Dirichlet Allocation. Both methods require large data sets. Lack of high 

quality data is less a problem then with traditional methods. In fact, machine learning algorithms 

were basically devised to deal with noisy data. Thus, other sophisticated algorithms could be used to 

preprocess data (noise treatment, normalization). Such exploratory analysis is often based on large 

sets of unstructured data, such as web pages. The outcomes of these analyses then constitute a 

priori knowledge for the analysis of CIS data (e.g., for the profiling of enterprises). The other way 

around, reasoning from the side of machine learning, the ‘robust’ CIS survey data with high data 

quality could be used to validate the outcomes of machine learning on lower quality data. This is a 

very important role of traditional statistics in the era of big data. 
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Technical annex 

 

Confusion matrix 

 

A confusion matrix is a table that is used to describe the performance of a classification model (or 

"classifier") on a set of test data for which the true values are known: 

 Predicted 

Actually observed No Yes 

No True negative False positive 

Yes False negative True positive 

 

From these values, various measures can be derived that are used for assessing the accuracy of 

information retrieval or matching. Some widely used measures are: 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =  
𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝑇𝑟𝑢𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒

𝑇𝑜𝑡𝑎𝑙
 

𝑅𝑒𝑐𝑎𝑙𝑙 =  
𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒

𝐹𝑎𝑙𝑠𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒 + 𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒
 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  
𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒

𝐹𝑎𝑙𝑠𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒
 

For example, given the following matrix: 

 Predicted 

Actually observed No Yes 

No 80 15 

Yes 5 145 

 

Accuracy is (145+80)/245 = 0.918 

Recall is 145/(5+145)  = 0.967 

Precision is 145/(15+145) = 0.901 
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